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Many improvements to the basic von Neumann 
architecture since 1940s
 reducing the problem of the von Neumann bottleneck
 making CPUs faster

Caching

Virtual memory

Low-level parallelism (SIMD)

Modifications to the von Neumann model
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Possible two solutions for von Neumann bottleneck
 using wider interconnection

• transport more data or more instructions in a single memory access
 storing data and instructions in special memory closer to the 

registers in the CPU
• rather than storing all data and instructions exclusively in main memory

Cache (e.g., CPU cache)
 collection of memory locations that can be accessed in less time 

than some other memory locations (e.g., main memory) 
 located either on the same chip as the CPU or on a separate chip

• the one on a separate chip can be accessed much faster than an 
ordinary memory chip

Basics of caching
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Locality of caching
 deciding which data and instructions should be stored in the cache
 programs tend to use data and instructions that are physically close 

to recently used data and instructions
• e.g., typically execute the next instruction; branching is relatively rare

 spatial locality: a program will typically access a nearby location
 temporal locality: a program will typically access in the near future

Cache hierarchy
 check L1 cache, then L2, and so on

• if the information needed isn’t in any, it accesses main memory
 cache hit: the information is available (when a cache checks it)
 cache miss: the information isn’t available
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CPU stall
 reading from memory the cache line that contains the needed 

information and storing it in the cache may stall the processor
 e.g., when reading z[0], the processor may stall while the cache 

line containing z[0] is transferred from memory into the cache

Dirty data
 when the CPU writes data to a cache, the value in the cache and 

the value in main memory are different or inconsistent
 write-through caches

• the line is written to main memory when it is written to the cache
 write-back caches

• the data isn’t written immediately
• rather, the updated data in the cache is marked dirty
• when the cache line is replaced by a new cache line from memory, the 

dirty line is written to memory
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Where should a cache line be 
placed in the cache?
 fully associative : a cache line can be 

placed at any location
 direct mapped : a cache line has a 

unique location
 n-way set associative : a cache line 

can be placed in one of n different 
locations

Which line should be replaced 
or evicted?
 most commonly used scheme is least 

recently used

Cache mappings
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Caches and programs
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a total of four cache misses
(much faster than the second loop)

a total of 16 cache misses



InfoLab

We may run a very large program or a program that 
accesses very large data sets
 all of the instructions and data may not fit into main memory
 it is especially true with multitasking operating systems

• many running programs must share the available main memory
• each program’s data are protected from corruption by other programs

Virtual memory 
 main memory can function as a cache for secondary storage
 it exploits the principle of spatial and temporal locality 

• by keeping in main memory only the active parts of running programs
 the parts that are idle are kept in swap space
 virtual memory operates on pages (from 4 to 16 KB)

Virtual memory
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Page table
 the memory used by one program should not overlap the memory 

used by another program
• when a program is compiled, its pages are assigned virtual page 

numbers
• when the program is run, a page table is created that maps the virtual 

page numbers to physical addresses
– the creation of the page table is managed by OS

 drawback: may double the time needed to access a location in 
memory

• may significantly increase each program’s overall run-time
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Translation-Look aside Buffer (TLB)
 processors have a special address translation cache called TLB
 it caches a small number of entries (typically 16–512) from the page 

table in very fast memory
 TLB hit: the virtual page number is in the TLB (when we look for an 

address)
 TLB miss: the virtual page number is not in the TLB

Page fault
 if we attempt to access a page, that’s not in memory
 the page table doesn’t have a valid physical address for the page
 the page is only stored on disk
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Motivation
 improve processor performance 
 by having multiple processor components or functional units 

simultaneously executing instructions

Approach 1 : pipelining
 functional units are arranged in stages
 e.g., add the floating point numbers 9.87x104 and 6.54x103

Instruction-level parallelism (ILP)
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naïve:      7000 ns
pipelining: 1006 ns



InfoLab

Approach 2 : multiple issue
 multiple instructions can be simultaneously initiated
 static multiple issue: functional units are scheduled at compile time
 dynamic multiple issue: functional units are scheduled at run-time

• sometimes called superscalar
 speculation : find instructions that can be executed simultaneously

• processor(or compiler) makes a guess about an instruction, then 
executes the instruction on the basis of the guess 

• processor stores the result(s) of the speculative execution in a buffer 
① speculation was correct: the contents of the buffer are transferred to 

registers or memory
② speculation was incorrect: the instruction is re-executed
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ILP can be very difficult to exploit
 e.g., Fibonacci numbers (no opportunity for simultaneous execution 

of instructions)

Thread-level parallelism (TLP)
 parallelism through the simultaneous execution of different threads
 coarser-grained parallelism than ILP 

• ILP: individual instruction units (finer-grained)
• TLP: program units (coarser-grained)

Hardware multithreading
 find-grained : processor switches between threads after each 

instruction, skipping threads that are stalled
• e.g., Simultaneous multithreading(SMT) : Intel’s HTT

Hardware multithreading
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Flynn’s taxonomy

SIMD
 looks like having a single control unit and multiple ALUs
 e.g., m ALUs, m = 4, n = 15

 very efficient on large data parallel problems
 often don’t do very well on other types of parallel problems

SIMD systems
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single data multiple data

single instruction SISD
(classical von Neumann)

SIMD

multiple instruction MISD MIMD
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Only widely produced SIMD systems (by the late 1990s) 
were vector processors
 key characteristic : can operate on arrays or vectors of data
 conventional CPUs operate on individual data elements or scalars

Characteristics
 Vector registers

• storing a vector of operands
• vector length is fixed (from 4 to 128 64-bit elements)

 Vectorized and pipelined functional units
 Vector instructions
 Interleaved memory

• memory system consists of multiple “banks” of memory
• banks can be accessed more or less independently

 Strided memory access and hardware scatter/gather
• special hardware to accelerate strided access and scatter/gather

Vector processors
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Shader function
 it converts the internal representation into an array of pixels that can 

be sent to a computer screen
 the application of a shader function to nearby elements often results 

in the same flow of control 

GPUs use SIMD parallelism
 e.g., NVIDIA Titan GPU has 2,688 cores(ALUs)
 need to maintain very high rates of data movement (e.g., PCI-E)
 rely heavily on hardware multithreading 

• in order to avoid stalls on memory accesses

GPUs are not pure SIMD systems
 cores are capable of executing independent instruction streams

Graphics processing units
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Typically consist of a collection of fully independent processing 
units or cores
Each core has its own control unit and its own ALU
They are usually asynchronous (unlike SIMD systems)
 processors can operate at their own pace

e.g., shared-memory system, distributed-memory system

MIMD systems
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shared-memory system distributed-memory system
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Uniform memory access (UMA)
 doesn’t need to worry about different access times for different 

memory locations
 so, usually easier to program

Nonuniform memory access (NUMA)
 faster access to the directly connected memory
 have the potential to use larger amounts of memory than UMA

Shared-memory systems
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a UMA system a NUMA system



InfoLab

Interconnect plays a decisive role in the performance 
of both distributed- and shared-memory systems
 slow interconnect can seriously degrade the overall performance

Buses
 collection of parallel communication wires

• together with some hardware that controls access to the bus
 communication wires are shared by the devices that are connected
 there is a virtue of low cost and flexibility
 contention for use of the bus increases, as the number of devices 

connected to the bus increases
• as the size of shared-memory systems increases, buses are rapidly 

being replaced by switched interconnects

Shared-memory interconnects
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Crossbar (switched interconnects)
 use switches to control the routing of data among the connected 

devices
 allow simultaneous communication among different devices

• so, they are much faster than buses
• but, the cost is relatively high

22

crossbar switch connecting four processors 
and four memory modules

simultaneous memory accesses by the 
processors
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Direct interconnects
 each switch is directly connected to a processor-memory pair
 ring

• superior to a simple bus (allow multiple simultaneous communications)
• processors may wait for other processors to complete their 

communications
 (two-dimensional) toroidal mesh

• more expensive than the ring (must support five links instead of three)
• greater capability of simultaneous communications than a ring

Distributed-memory interconnects
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a ring

a toroidal mesh
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Bisection width
 a measure for number of simultaneous communications

• how many simultaneous communications can take place “across the 
divide” between the halves?

 “worst-case” estimate
 e.g., bisection width below is 2 (not 4)
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only two communications can 
take place between the halves

four simultaneous connections 
can take place
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Fully connected network
 ideal direct interconnect
 bisection width : p2 / 4
 a total of p2 / 2 + p / 2 links (impractical to construct)

Hypercube 
 highly connected direct interconnect used in actual systems
 bisection width : p/2 (more connectivity than a ring or toroidal mesh)
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a fully connected network a three-dimensional hypercube
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Indirect interconnects
 switches may not be directly connected to a processor
 (distributed-memory) crossbar 

• relatively simple examples of indirect networks
• all the processors can simultaneously communicate with another 

processor (as long as two processors don’t attempt to communicate 
with the same processor)

 omega network
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a generic indirect network
a crossbar interconnect for 
distributed-memory
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Only read shared data, then, no problem
But, it’s not so clear what value z1 will get
 4 x 7 = 28, or 4 x 2 = 8

Unpredictable behavior regardless of 
whether write-through or write-back
 write-through: will have no effect on the value 

in the cache of core 1

Cache coherence problem
 no mechanism for an update by one 

processor to the cached variable is “seen” by 
the other processors

Cache coherence
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a shared-memory system with 
two cores and two caches
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Motivation
 when the cores share a bus, any signal transmitted on the bus can 

be “seen” by all the cores connected to the bus
 e.g., 

① core 0 updates the copy of x stored in its cache
② core 0 also broadcasts this information across the bus
③ core 1 “snooping” the bus will see that x has been updated
④ core 1 can mark its copy of x as invalid

Actual snooping protocol
 broadcast only informs the other cores that the cache line 

containing x has been updated (not that x has been updated)

Snooping cache coherence
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Drawbacks of snooping
 broadcasts are expensive in large networks 
 snooping cache coherence requires a broadcast every time a 

variable is updated 
 speed of broadcast across the interconnect is very slow relative to 

that of accessing local memory

Directory-based cache coherence
 use a (distributed) directory storing the status of each cache line

• core 0 read a cache line
• directory entry corresponding to that line is updated (for indicating core 

0 has a copy of the line)
• core 0 update a variable (of the line)
• that variable’s cache lines in other cores are invalidated by consulting 

the directory and the corresponding core
 require substantial additional storage for the directory

Directory-based cache coherence
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CPU operates on cache 
lines (not individual 
variables)

False sharing problem
 system is behaving as if the 

elements of y were being 
shared by the cores

 e.g., two cores, m = 8, cache 
line = 64 bytes (8 double)

Possible solution
 using temporary storage that 

is local to the thread

False sharing
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Why aren’t all MIMD systems shared-memory?
 shared data structures more appealing than explicitly sending 

messages

Due to the cost of scaling the interconnect
 bus: conflicts over access to the bus increase dramatically

• suitable for systems with only a few processors
 crossbar: large crossbars are very expensive

Distributed-memory systems
 hypercube and the toroidal mesh are relatively inexpensive
 so, they are better suited for problems requiring vast amounts of 

data or computation

Shared-memory vs. distributed-memory
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1. Divide the work among the processes/threads
 each process/thread gets roughly the same amount of work (load 

balancing)
 the amount of communication required is minimized

• embarrassingly parallel : programs can be parallelized by simply 
dividing the work among the processes/threads

2. Arrange for the processes/threads to synchronize

3. Arrange for communication among the 
processes/threads
 2 and 3 are often interrelated
 distributed-memory programs: we implicitly synchronize the 

processes by communicating among them
 shared-memory programs: we communicate among the threads by 

synchronizing them

Coordinating the processes/threads
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In shared-memory programs
 shared variables : read/written by any thread
 private variables : ordinarily only accessed by one thread
 communication among the threads is usually done through shared 

variables (implicit communication)

Dynamic threads
 the master thread forks a worker thread for a new request 
 work thread carries out the request and joins the master thread

Static thread
 all of the threads run until all the work is completed
 resource usage may be less efficient 
 but, better performance than dynamic threads

• forking and joining threads can be fairly time-consuming operations

Dynamic and static threads
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Nondeterminism can occur when processors execute 
asynchronously (independently)
 nondeterminism: a given input can result in different outputs
 e.g.1, 

 e.g.2, 

Nondeterminism
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Race condition
 threads or processes attempt to simultaneously access a resource, 

and the accesses result in an error
 outcome of the computation depends on which thread wins the race

Critical section 
 a block of code that can only be executed by one thread at a time
 programmers should insure mutually exclusive access to the critical 

section

Mutual exclusion lock (or mutex, or lock)
 mutex enforces serialization of the critical section
 fewer and shorter critical sections are better for performance
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Busy-waiting (alternative to mutexes)
 thread enters a loop that tests a condition
 thread can be very busy waiting for the condition
 it can be very wasteful of system resources

• a thread is doing no useful work
 e.g., 

• ok_for_1 has been initialized to false
• thread 1 won’t update x until after thread 0 has updated it

Others
 semaphores 
 monitor
 transaction memory
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Ordinary local variables (in C)
 allocated from the system stack
 private since each thread has its own stack

Static local variables (in C)
 persist from one call to the next
 effectively shared among any threads that call the function
 cause unexpected and unwanted consequences (not thread safe)
 e.g., string library function strtok

Thread safety
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MP API provides a send and a receive function
 e.g., 

 Single Program Multiple Data (SPMD) : two processes are using 
the same executable, but carrying out different actions

 Message-Passing Interface (MPI) : most widely used API
• very powerful and versatile API for developing parallel programs
• sometimes called “the assembly language of parallel programming”

Message-passing
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In message-passing
 a send function called by one process must be matched with a 

receive function called by another process

One-sided communication (or remote memory access)
 a single process calls a function, which updates 

• local memory with a value from another process 
• remote memory with a value from the calling process

Pros and Cons
 can simplify communication
 can significantly reduce the cost of communication
 but, this may be hard to realize in practice

• assumption: process 0 is copying a value into the memory of process 1
• process 0 must have some way of knowing when it’s safe to copy
• process 1 must have some way of knowing when the memory location 

has been updated

One-sided communication
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Motivation
 many programmers prefer shared-memory programming to 

message-passing and one-sided communication
 parallel programming languages have been proposed for using 

shared-memory techniques for distributed-memory hardware

Partitioned global address space(PGAS) languages
 a compiler treats the collective memories in a distributed-memory 

system as a single large memory
• accessing remote memory can take hundreds or even thousands of 

times longer than accessing local memory
 e.g., X10

Partitioned global address space languages
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H/W: clusters of multicore processors 
 shared-memory systems + distributed-memory systems

S/W: a combination of 
 a shared-memory API on the nodes 
 a distributed-memory API for internode communication

This “hybrid” API makes program development 
extremely difficult
 rather, a single, distributed-memory API for both inter- and intra-

node communication
 c.f., Hadoop

Programming hybrid systems
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Ideal case : linear speedup
 a parallel program run p times faster than a serial program with p 

cores
• one thread or process on each core 

 Tparallel =  Tserial / p

Practical case
 use of multiple processes/threads introduces some overhead
 shared-memory

• mutex functions are overhead
• mutex forces the parallel program to serialize execution of the critical 

section
 distributed-memory

• transmit data across the network is usually much slower than local 
memory access

Speedup and efficiency
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Speedup
 definition

 e.g., linear speedup has S = p
 S / p will probably get smaller and smaller as p increases
 S / p : efficiency of the parallel program
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Common behavior
 the speedups and the efficiencies increase when the problem size

increases
 Tparallel = Tserial / p + Toverhead

• Toverhead : grows more slowly than Tserial
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Unless all of a serial program is parallelized, the 
possible speedup is going to be very limited
 regardless of the number of cores available

e.g., parallelize 90% of a serial program perfectly
 Tserial = 20 seconds
 Tparallel = 0.9 Tserial / p  +  0.1  Tserial = 18 / p + 2

 as p gets larger and larger, 0.9 Tserial / p = 18 / p gets closer and 
closer to 0

 total parallel run-time can’t be smaller than  0.1  Tserial = 2

Amdahl’s law
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a fraction r : inherently serial
 e.g., r = 0.1, and so, 1 / r = 10

Several reasons not to be too worried by Amdahl’s law
 it doesn’t take into consideration the problem size

• Gustafson’s law: for many problems, as we increase the problem size, 
the “inherently serial” fraction of the program decreases in size

 there are thousands of programs used by scientists and engineers 
that routinely obtain huge speedups 

• on GPU or on large distributed-memory systems

 obtaining a speedup of 5 or 10 is more than adequate
• especially if the effort involved in developing the parallel program 

wasn’t very large
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Program is scalable
 if we increase the problem size at the same rate that we increase 

the number of processes/threads, 
 then the efficiency will be unchanged
 e.g., Tparallel = n / p + 1

strongly scalable 
 if when we increase the number of processes/threads, we can keep 

the efficiency fixed without increasing the problem size

Scalability
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increase |problem| by x
increase |# processes| by k
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Timing parallel programs (Tparallel)

Variability in timings
 elapsed time will be different for each run
 we usually use the minimum time instead of mean or median time

• outside event could not actually make our program run faster
 we usually run one thread per core

• more threads can cause dramatic increases in the variability of timings

Taking timings
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Partitioning
 divide the computation and the data into small tasks 
 note: should identify tasks that can be executed in parallel

Communication
 determine what communication needs to be carried out among the 

tasks

Agglomeration (or aggregation)
 combine tasks and communications into larger tasks
 e.g., if task A must be executed before task B can be executed, it may 

make sense to aggregate them into a single composite task

Mapping
 assign the composite tasks to processes/threads
 note: should consider communication overhead and load balancing

• communication should be minimized
• each process/thread should get roughly the same amount of work

Foster’s methodology
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Problem : make a histogram of the floating point data
 data: {1.3, 2.9, 0.4, 0.3, 1.3, 4.4, 1.7, 0.4, 3.2, 0.3, 4.9, 2.4, 3.1, 4.4, 

3.9, 0.4, 4.2, 4.5, 4.9, 0.9}
 x-axis: value, y-axis: count
 assumption: not focusing on I/O
 equal-width bins 

An example

53



InfoLab

Serial program

Parallel program
 tasks (ovals), communications (arrows)
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approach 1

approach 2
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