
InfoLab

Min-Soo Kim



InfoLab



InfoLab

Tree-structured communication
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It is unreasonable to expect each MPI programmer to 
write an optimal global-sum function
 MPI implementations provide implementations of global sums
 It places the burden of optimization on the developer of the MPI 

implementation

Collective communications
 communication functions that involve all the processes in a 

communicator
 e.g., global sum : a special case of collective communications
 c.f., point-to-point communications : MPI_Send and MPI_Recv

MPI_Reduce
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The fifth argument, operator is 
the key to the generalization

MPI_Op is a predefined MPI type 
like MPI_Datatype and MPI_Comm
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To do global sums
 pass MPI_SUM as an operator argument

To operate on arrays instead of scalars
 pass a count argument greater than 1
 e.g., add a collection of N-dimensional vectors, one per process
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All the processes in the communicator must call the 
same collective function
 e.g., a call to MPI_Reduce on one process and a call to MPI_Recv

on another process are erroneous (program will hang or crash)

The arguments passed by each process to an MPI 
collective communication must be “compatible” 
 e.g., one process passes in 0 as the dest_process and another 

passes in 1, then the program is likely to hang or crash

The output_data_p argument is only used on 
dest_process
 however, all of the processes still need to pass in an actual 

argument corresponding to output_data_p, even if it’s just NULL

Collective vs. point-to-point communications
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Point-to-point communications are matched on the 
basis of tags and communicators
Collective communications don’t use tags
They’re matched solely on the basis of the 
communicator and the order in which they’re called
 e.g., each process calls MPI_Reduce with MPI_SUM, and 

destination process 0 (then, b = 3 and d = 6 ???)
 the names of the memory locations are irrelevant to the matching, 

of the calls to MPI Reduce 
 the order of the calls will determine the matching
 so, b will be 1 + 2 + 1 = 4, and d will be 2 + 1 + 2 = 5
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All of the processes might need the result of a global 
sum in order to complete some larger computation
 if we use a tree to compute a global sum, we might “reverse” the 

branches to distribute the global sum
 alternatively, we might have the processes exchange partial results 

instead of using one-way communications (called butterfly)
 MPI provides a variant of MPI_Reduce that will store the result on 

all the processes in the communicator
• no dest_process since all the processes should get the result

MPI_Allreduce
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a global sum followed by 
distribution of the result
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a butterfly-structured global sum
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Collective communication in which data belonging to a 
single process is sent to all of the processes
 can use a reverse tree structure to distribute the input data

Broadcast
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a tree-structured broadcast
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MPI_Bcast
 data_p argument is an input argument on the process 

source_proc and an output argument on the other processes
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Suppose we want to write a function that computes a 
vector sum

Data distributions
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How could we implement this using MPI?
 the work consists of adding the individual components of the 

vectors
 so, we might specify that the tasks are just the additions of 

corresponding components
 there is no communication between the tasks
 once we’ve decided how to partition the vectors, it is easy to write a 

parallel vector addition function
 each process only needs to execute the following function
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How could we partition a vector?
 let’s assume local_n = n / comm_sz

• n : the number of components 
• comm_sz : the number of cores (or processes) 

 block partition : assign blocks of local_n consecutive components 
to each process

 cyclic partition: assign the components in a round robin fashion
 block-cyclic partition : use cyclic distribution of blocks of 

components (need to decide blocksize b, e.g., b = 2)
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Suppose to test our vector addition function
 read the dimension of the vectors 

• naïve method: process 0 can prompt the user, read in the value, and 
broadcast the value to the other processes

 read the vectors x and y
• naïve method: process 0 could read them in and broadcast them to the 

other processes

Naïve method could be very wasteful
 e.g., there are 10 processes and the vectors of 10,000 components
 each process need to allocate storage for vectors of 10,000 

components
 then, it only operates on subvectors of 1000 components

Better method
 use a function that reads an entire vector on process 0, but only 

sends the needed components to each of the other processes
 e.g., process 0 sent only components 1000 to 1999 to process 1, …

Scatter
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MPI_Scatter
 it divides the data referenced by send_buf_p into comm_sz pieces

• e.g., process 0 will get the first local_n = n / comm_sz components
 send_count should also be local_n

• send_count is the amount of data going to each process
• it’s not the amount of data in the memory referred to by send_buf_p

 each process should pass its local vector as recv_buf_p
 recv_count argument should be local_n
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We might need a function that prints out a distributed 
vector
 it can collect all of the components of the vector onto process 0
 process 0 can print all of the components

MPI_Gather
 recv_count is the number of data items received from each 

process, not the total number of data items received

Gather
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Example: how to write an MPI function that multiplies a 
matrix by a vector
 A = (aij) is an mn matrix 
 x is a vector with n components
 y = Ax is a vector with m components

Allgather
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We assume
 distribute A to comm_sz processes (local_m = m / comm_sz)

• local_m rows for each process
 distribute x to comm_sz processes (local_n = n / comm_sz)

• local_n elements for each process
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For sharing x among all processes
 we can use the collective communications a call to MPI_Gather

followed by a call to MPI_Bcast
 it involves two tree-structured communications
 instead, we can use a single function using a butterfly

MPI_Allgather
 concatenates the contents of each process’ send_buf_p and 

stores this in each process’ recv_buf_p
 there is no dest_proc argument
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in 
(from multiple

to single)

out
(from single 
to multiple)

in 
(from multiple
to multiple)

value aggregation MPI_Reduce MPI_Bcast MPI_Allreduce

data distribution MPI_Gather MPI_Scatter MPI_Allgather

Summary of major MPI functions
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Cost of sending a fixed amount of data in multiple messages is 
usually much greater than cost of sending a single message with 
the same amount of data
 thus, if we can reduce the total number of messages, we’re likely to improve the 

performance of the programs

Communication cost
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Three basic approaches to consolidating data
 the count argument to the various communication functions
 derived datatypes
 MPI_Pack/Unpack

Derived datatype
 represents any collection of data items in memory by storing both 

the types of the items and their relative locations in memory
 e.g., trapezoidal rule program calls MPI_Bcast three times (a, b, n)

• build a single derived datatype that consists of two doubles and one int
• call to MPI_Bcast only once

 consists of a sequence of basic MPI datatypes
together with a displacement for each of the datatypes

Derived datatype
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MPI_Type_create_struct
 build a derived datatype that consists of individual elements that 

have different basic types
 count : the number of elements in the datatype
 array_of_blocklengths : allows for the possibility that the 

individual data items might be arrays or subarrays

 array_of_displacements : specifies the displacements, in 
bytes, from the start of the message

• we can use the function MPI_Get_address to find these values 
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MPI_Get_address
 returns the address of the memory location referenced by 

location_p

 MPI_Aint : an integer type that is big enough to store an address

 e.g.,

array_of_datatypes
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Calling MPI_Type_create_struct

MPI_Type_commit
 must commit input_mpi_t with a call to MPI_Type_commit

before using it in a communication function 
 allows the MPI implementation to optimize its internal 

representation of the datatype for use in communication functions

MPI_Type_free
 MPI implementation had to allocate additional storage internally in 

constructing the new datatype
 we can free any additional storage used with a call to
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Taking the time to do the actual multiplication
 the amount of time that elapses from the beginning to the end of the 

actual matrix-vector multiplication

MPI_Wtime
 returns the number of seconds that have elapsed since some time 

in the past (i.e., wall clock time)

Taking timings
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Reporting the time a single time (not comm_sz times)
 it is reasonable to start execution at the same time, but report the 

time that elapsed when the last process finished
 MPI_Barrier insures that no process will return from calling it until 

every process in the communicator has started calling it
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the input arguments local_elapsed
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The times for comm_sz = 1 are the run-times of the serial program 
running on a single core of the distributed memory system
For relatively small numbers of processes, doubling n results in 
roughly a four-fold increase in the run-time
 however, for large numbers of processes, this formula breaks down

For large values of n, doubling the number of processes roughly 
halves the overall run-time
 however, for small n, there is very little benefit in increasing comm_sz

Results of timing the matrix-vector 
multiplication program
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Analysis
 Tserial(n) : the serial run-time with the size of the input, n
 number of processes, comm_sz = p
 Tparallel(n, p) : the parallel run-time
 Toverhead : typically comes from communication in MPI programs

Serial vs. parallel (when m = n)
 the parallel program needs to complete a call to MPI_Allgather

before it can carry out the local matrix-vector multiplication
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Observation
 for smaller values of p and larger values of n, the dominant term in 

the formula is Tserial(n) / p

 on the other hand, for small n and large p, these patterns break 
down
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Speedup
 ideal value for S(n, p) is p (called linear speedup)

• parallel program with comm_sz = p is running p times faster than the 
serial program

 e.g., matrix-vector multiplication program
• for small p and large n, the parallel program is nearly linear speedup
• but, the worst case was n = 1024 and p = 16, the speedup is 2.4

Speedup and efficiency
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Efficiency
 “per process” speedup

 linear speedup : corresponds to a parallel efficiency of p / p = 1.0
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Question
 The proposed parallel matrix-vector multiplication program doesn’t 

come close to obtaining linear speedup for small n and large p. 
Does this mean that it’s not a good program?

Answer
 the program is scalable, then it is a good program

• scalable if the problem size can be increased at a rate so that the 
efficiency doesn’t decrease as the number of processes increase

 e.g.1, efficiency of program A is 0.75 (p2), regardless of problem 
size (strongly scalable)

 e.g.2, efficiency of program B is n / (625p), provided p2 and 1000 
n  625p (weakly scalable)

• n = 1000 and p = 2, the efficiency is 0.80
• n = 1000 and p = 4, the efficiency drops to 0.40

 e.g.3, matrix-vector multiplication program is weakly scalable

Scalability
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Problem
 a total of n keys and p = comm_sz processes
 start and finish with n / p keys assigned to each process

Termination condition
 the keys assigned to each process should be sorted in increasing 

order
 if 0  q < r < p, then each key assigned to process q should be less 

than or equal to every key assigned to process r

Parallel sorting algorithm
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Bubble sort
 no much point in trying to parallelize this algorithm because of the 

inherently sequential ordering of the comparisons

Some simple serial sorting algorithms
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Odd-even transposition sort (a variant of bubble sort)
 considerably more opportunities for parallelism
 key idea : “decouple” the compare-swaps
 algorithm : a sequence of phases of two different types

• even phases : compare-swaps are executed on the pairs

• odd phases : compare-swaps are executed on the pairs

 e.g., 

46



InfoLab

Theorem (about # of phases)
 Suppose a is a list with n keys, and a is the input to the odd-even 

transposition sort algorithm. Then, after at most n phases, a will be 
sorted.
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Case 1 (n = p)
 process i can send its current value, a[i], either to process i-1

or process i+1
 at the same time, it should receive the value stored on process i-1

or process i+1, respectively
 then, it should decide which of the two values it should store as 

a[i] for the next phase

Parallel odd-even transposition sort
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Case 2 (n / p > 1)
 apply a fast serial sorting algorithm to the keys assigned to each 

process (e.g., qsort)
 two processes i and i+1 exchange all their elements 
 process (say) i keep the four smaller elements, and process i+1

keep the larger elements

Theorem (about the worst-case performance)
 If parallel odd-even transposition sort is run with p processes, then 

after p phases, the input list will be sorted.
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Algorithm outline
 if my_rank = 0 or my_rank = comm_sz-1, partner rank can be -1 or comm_sz
 when either partner = -1 or partner = comm_sz, the process should be idle
 MPI_PROC_NULL : a constant defined by MPI

• if it is used as the source or destination rank in a point-to-point 
communication, no communication will take place
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If a process is not idle, 
 we might try to implement the communication with a call to 

MPI_Send and a call to MPI_Recv

 this might result in the programs’ hanging or crashing
• messages that are relatively small will be buffered by MPI_Send
• but, for larger messages, it will block
• if the MPI_Send executed by each process blocks, no process will be 

able to start executing a call to MPI_Recv
• so, the program will hang or deadlock

 relying on MPI-provided buffering is said to be unsafe

Safety in MPI programs

51



InfoLab

Questions
① in general, how can we tell if a program is safe?
② how can we modify the communication in the parallel odd-even 

sort program so that it is safe?

Answer (for Question 1)
 we can tell it by using an alternative to MPI_Send defined by the 

MPI standard (called MPI_Ssend)
• extra “s” stands for synchronous
• MPI_Ssend is guaranteed to block until the matching receive starts
• so, we can check whether a program is safe by replacing the calls to 

MPI_Send with calls to MPI_Ssend
• if the program doesn’t hang or crash, then the original one was safe
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Answer (for Question 2)
 communication must be restructured
 common cause of an unsafe program is multiple processes 

simultaneously first sending to each other and then receiving
 ring pass : each process q sends to the process with rank q+1, 

except that process comm_sz-1 sends to 0

 it’s fairly clear that ring pass will work if comm_sz is even

53



InfoLab

Not clear that ring pass is safe if comm_sz is odd
 e.g., comm_sz = 5

• solid arrows : a completed communication
• dashed arrows : a communication waiting to complete
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Alternative to scheduling the communications
 MPI_Sendrecv carries out a blocking send and a receive in a single 

call
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Final details of parallel odd-even sort
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Note 
 if parallel odd-even sort is run on a single processor, it will use 

whatever serial sorting algorithm (e.g., serial quicksort)
 otherwise, serial odd-even sort would be much slower

Performance results
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